BeeneHne B OpenCL.
APXUTEKTYpPaA BUOEOKAPTHI.

BbluncneHna Ha BuageokapTax. Jlekumnsa 2

Warps/Wavefronts, code divergence, occupancy, registry spilling, coalesced
memory access, banks conflicts.
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[Tpumep kernel

kernel void aplusb( global const float* a,
~_global const float* b,
~ global float* c,
unsigned int n)

const unsigned int index = get global id(0);

if (index >= n)
return;

c[index] = a[index] + b[index];



[TprMepbl BbI3OBOB M NOKanbHOW NamaTu

size t get global size
size t get global id
size t get local size
size t get local 1id
size t get num groups
size t get group id
size t get global offset
uint get work dim

(uint
(uint
(uint
(uint
(uint
(uint
(uint

5

barrier(CLK LOCAL MEM FENCE),

dimindXx) ;
dimindXx) ;
dimindx) ;
dimindX) ;
dimindXx) ;
dimindx) ;
dimindx) ;

local int local memory array[128];



. nstructionCache | .
_ _ NVIDIA: 32 threads in warp (32xCore cneBa)

AMD: 64 threads in wavefront

L1 Cache 3710 TO XX€e camoe 4TO u:
= Local Memory (TepmuHoniorns OpenCL)
= Shared Memory (tepmuHonorna CUDA)

[MoTokn B ogHOM warp/wavefront nmetot
obwmin ykasatenb Ha UCMNOSHAEMYHO
NHCTPYKUMIo. INoaTomy code divergence -
yactasi NpUYMHaA HN3KOW
NPON3BOANTENBHOCTN:

if (predicate) {
value = x[1];
} else {
value = y[i];
}




Occupancy u registers spilling

Bonbluasa nponyckHas cnocobHOCTbL AOCTUraeTcsl COKpbITUEM latency.

OTO gocturaeTca 6oMbLLINMM KONMYECTBOM 3anyLeHHbIX work groups. [Npu
MCMNOMHEHNM 3anpoca K naMmaTn cnydmsllasics latency B Tekywen paboden rpynne
NpsYeTCa NepektyYeHneM BbIYUCIIEHNA Ha Apyryto work group.

Uem Bbonblie Ha ogHoM BblumMcnuTene (streaming multiprocessor/computation
unit/SIMD unit) pabo4ynx rpynn (3To n €cTb occupancy, T.e.
3aHATOCTbL/3anoOSIHEHHOCTL) - TEM peXxe Bce paboyne rpynnbl OKa3biBaOTCS B
COCTOSIHUM “XXOeM 3anpoc namsitn” U TeM pexe BbluMcnnTens 6yaet npoctameaTh,
T.K. TEM Yalle y HEro Haxoautcs paboyada rpynna B KOTOPOW MOXHO YTO-TO
nocynTaTb.

bonee To4HoO:
Occupancy = HYnucnoAkTtuBHbIX / MakcnmansHOeYNCNOAKTMBHBLIX paboumx rpynn



Occupancy u registers spilling

KonunyecTtBo paboumx rpynn KoTopble MOryT ObITb 3anyLleHbl Ha O4HOM
computation unit 3T0 MUHUMYM ©3:

- KonnyecTtBo perncTpoB / KONUYECTBO MUCMOSb3yeMbIX PerucTtpos B kernel
- Konuyectso Local memory / konnyectBo ncnons3dyemon Local memory
- MakcumanbHoe gonyctumoe konndecTtso padoumx rpynn (~10)

Tak e 3aBUCUT OT KpaTHOCTU pa3mepa paboden rpynnbl Ha pasmep
warp/WaveFront. [loaTtomy pekomeHayeTca genatb pasmep padoyen rpynnoi
KpaTHbIM 64.

MOXXHO C3KOHOMUTb NUCMNOMb3YEMbIE PETUCTPLI BbIFPY3UB NX B rnobarnbHy0 namMsaTb
- 9TO HasbiBaeTcH registers spilling. MoxeT No3BoONNTL AOCTUYL Ny4LLEN
occupancy oOMeHSIB YaCcTb PErMCTPOB HA MeASIEHHYO NaMSTb.

Occupancy > 60% - y>xe 4oCTaTO4YHO XOPOLLO.
CTOoUT NbITaTbCA €€ YBENMNYUTb TONMbKO eCrn KepHen memory-bound.
(nepea onTuMMU3auuaMmn Hago npocpunupoBaThb)



Coalesced memory access

Ecnu notokn n3 ogHoro warp/wavefront genatTt 3anpoc K namMaTn, To 3TN
3anpochbl CKIIEKTCS B CTOSIbKO 3aMpoOCOB, CKONbKUMU KELU-NUMHUAMW NOKPbIBAOTCS
3anpoLlleHHble AaHHbIE.

NHade roesops:

Ecnn noTokn 3anpalinBaioT OAHOBPEMEHHO JaHHbIe KOTOpbIE NnexaTt noapsia - To
OOCTUrHYTas NPONyckHasi CNOCOOHOCTL OyaeT MakcMMarbHOW, T.K. TakMe 3anpochl
CKITEIOTCA.

Ecnn ke NoTOKM 3anpalumBaloT ganekue apyr oT Apyra AaHHble (C pacCTOsTHUEM
6onbLIMM YeM KeL-NNHKUS) - TO JOCTUHIyTas NponyckHas cnocobHocTb OyaeT
MUHUManbHA.

Pa3mep kel JIMHUN OPUEHTUPOBOYHO OT 32 6anT ao 128 6aur.



Banks conflicts (Local memory/L1)

Ecnun Bce notoku B warp/wavefront obpaliaotcs K OgHOMY U TOMY Xe
3Ha4YeHuto B local memory - 3HayeHne cunTaeTca BbICTPO 3a OAHY onepaumnto
(nponsonget broadcast).



Banks conflicts (Local memory/L1)

Local memory coctonTt n3 memory banks. K kaxxgon memory bamk
OAHOBPEMEHHO MOXET 00paTUTLCA NULLL OAMH MOTOK.

[ToaToMmy ecnn Bce nNoTokn B warp/wavefront obpawiatotcs K pasHbIM memory
banks - obpalleHus nponsongyT napansenbHo, T.e. BbICTPO.

Ecnu noTtokn B warp/wavefront obpalyatotcs K oguHakoBbiM memory banks -
9Tn obpalleHns cepnanuayroTcs n bygyT UCMONHEHbI NocneaoBaTesibHO, T.€.
MeaJSIeHHO.



Banks conflicts (Local memory/L1)

B 3aBucumocTun ot yctponctea Local memory pasbnta opueHTUPOBOYHO Ha 32
memory banks.

AnpecHoe npoctpaHcTeo Local memory pacnpeneneHo no HAUM ¢ warov B 4
GauTa.

Bank | 1| | 2 | 3 lase
Address | ¢ 1 2 3| 4 5 6 7| 8 9 10 11 |...
Address | 64 65 66 67 | 68 69 70 71 | 72 73 74 75 |...
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int sum cpu(int xs[n], int n) {
int sum = 0;
for: (AnE 1 = 8; i< n? ++1) A4
sum += Xs[i];

}
return sum; // Hantu cymMmy 4yucern
}
__kernel void sum gpu 1( global const int* xs, int n,
~_global int* res) {
int id = get global id(0);
res[0] += xs[id];
}

__kernel void sum gpu 2( global const int* xs, int n,
__global int* res) {
int id = get global id(0);
atomic add(res, xs[id]);



#define VALUES PER WORK ITEM 64
kernel void sum gpu 3( global const int* xs, int n,
__global int* res) {
int id = get global id(0);

int sum = 0;

for (int i = 0; 1 < VALUES PER WORK ITEM; ++1) {
sum += xs[id * VALUES PER WORK ITEM + i];

}

atomic add(res, sum);



#define VALUES PER WORK ITEM 64
__kernel void sum gpu 4( global const int* xs, int n,
__global int* res) {
get local id(0);
get group 1id(0),;
get group size(0);

int localld
int groupId
int groupSize

int sum = 0;
for (int i = 0; i < VALUES PER WORK ITEM; ++i) {
sum += xs[groupId*group51ze*VALUES PER WORK ITEM
+ i*groupSize + localld];

}

atomic add(res, sum);



#define WORK GROUP SIZE 256
__kernel void sum gpu 5( global const int* xs, int n,
__global int* res) {
int localld = get local id(0);
int globalld = get global id(0);

local int local xs[WORK GROUP SIZE];
local ~xs[localld] = xs[globalld];

int sum = 0;

for (int i = 0; i < WORK GROUP SIZE; ++i) {
sum += 1oca1 . Xslil; // <- Owmbka 1

}

atomic add(res, sum); // <- Owubka 2



#define WORK GROUP SIZE 256
kernel void sum gpu 5( global const int* xs, int n,
__global int* res) {
int localld = get local id(0);
int globalld = get global id(0);

local int local xs[WORK GROUP SIZE];
local xs[localld] = xs[globalld];

barrier(CLK LOCAL MEM FENCE); // <- [oxpanucb BCeX
if (localld == 0) {
int sum = 0;
for (int i = 0; i < WORK GROUP SIZE; ++i) {
sum += local xs[i];
}

atomic add(res, sum); // <- Tonbko localld==0



#define WORK GROUP SIZE 256
kernel void sum gpu 6( global const int* xs, int n,
__global int* res) {
int localld = get local id(0);
int globalld = get global id(0);

local int local xs[WORK GROUP SIZE];
local xs[localld] = xs[globalld];

barrier(CLK LOCAL MEM FENCE);
for (int nvalues = WORKGROUP SIZE; nvalues > 1; nvalues /= 2) {
if (2 * localld < nvalues) {
int a = values[localld];
int b = values[localld + nvalues/2];
values[localld] = a + b;

}
barrier(CLK LOCAL MEM FENCE);

}
3T (localld == 8] {

atomic add(res, local xs[0]);
}



